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bolster both its efficacy and safety. Addressing a pivotal challenge, this study concentrates on refining ROP
prediction frameworks to streamline drilling activities, curtail operational expenditures, and mitigate ecological
repercussions. The research’s importance is underscored by its exhaustive exploration of drilling variables
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robust predictive models capable of augmenting drilling efficiency and refining strategic decision-making in
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while illustrating the tangible benefits of machine learning applications within the oil and gas sector. The

methodological framework encompassed an in-depth analysis of drilling data leveraging three distinct machine
learning paradigms: Decision Tree Regression, XGBoost Regression, and Histogram Gradient Boosting
Regression. The study meticulously explored interdependencies among multiple drilling variables, such as
Weight on Bit (WOB) and Surface Rotation Per Minute (SURF_RPM), alongside geological attributes like
porosity (PHIF) and shale volume (VSH). To gauge predictive efficacy, the models were assessed through
R-squared values, Mean Squared Error (MSE), and Root Mean Squared Error (RMSE). Empirical results
underscored XGBoost Regression as the most consistent performer, yielding robust predictive accuracy across
both training (R? = 0.889) and testing (R? = 0.777) datasets. Notably, the investigation uncovered substantial
correlations among drilling parameters, including a pronounced inverse relationship between water saturation
(SW) and shale volume (VSH). The study inferred that machine learning methodologies, particularly XGBoost,
establish a dependable framework for forecasting the Rate of Penetration (ROP) in offshore drilling scenarios.
These insights pave the way for real-time drilling adjustments, enhancing operational efficiency while aligning
with environmentally responsible practices in offshore resource extraction.

1. INTRODUCTION

Offshore drilling has entrenched itself as a pivotal force in the global energy framework, facilitating the extraction of
hydrocarbons from beneath the ocean’s depths. With the relentless surge in energy demand, the methodologies employed
to tap into undersea oil reservoirs have undergone profound transformation over time. These shifts are shaped by leaps in
technology, fluctuating economic landscapes, and an escalating consciousness regarding environmental repercussions.
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The process of hydrocarbon exploration and extraction in offshore settings has not only redefined the contours of
energy production but has also introduced an array of formidable challenges, necessitating strategic solutions to uphold
sustainability [1-2]. Tracing its origins to the waning years of the 19th century, offshore drilling emerged when oil was
first unearthed in shallow waters. The earliest known offshore oil well, established in 1896 off the Californian coast,
stood on a timber-based platform. However, the sector did not witness substantial traction until the mid-20th century.
A watershed moment arrived in 1947 with the discovery of oil in the Gulf of Mexico, setting the stage for increasingly
sophisticated drilling mechanisms. By the 1960s, cutting-edge drilling innovations and the deployment of mobile drilling
units empowered operators to venture into deeper marine territories, vastly broadening the scope of oil and gas extraction.
This era ushered in an upsurge in offshore drilling ventures, particularly in hydrocarbon-abundant zones such as the
North Sea and the Persian Gulf [3-5]. Offshore drilling rigs manifest in multiple forms, each meticulously engineered
to cater to distinct environmental conditions and water depths. Among the most prevalent designs are fixed platforms,
compliant towers, semi-submersible rigs, and drillships. Fixed platforms, firmly secured to the seabed, prove optimal
for shallow waters, whereas compliant towers, constructed to endure severe meteorological forces, extend their utility
into deeper regions. Semi-submersible rigs, partially buoyant and tethered below, deliver stability amidst turbulent seas.
Meanwhile, drillships, outfitted with sophisticated dynamic positioning systems, navigate ultra-deep waters with remarkable
agility, facilitating unparalleled mobility. Each category of rig is purpose-built to counteract the formidable challenges of
the marine domain, ensuring precision, safety, and operational efficiency in drilling activities [6]. The drilling process
unfolds in a sequence of intricate phases, commencing with exploration, wherein seismic surveys meticulously chart
potential hydrocarbon reservoirs. Upon pinpointing a promising site, a drilling rig is mobilised to penetrate the ocean
floor. This procedure necessitates a drill bit affixed to an elongated drill string, which rotates with formidable force to
carve through subterranean layers. Throughout this operation, drilling mud circulates continuously, serving to regulate
temperature, evacuate debris, and stabilise well pressure. Upon reaching the predetermined depth, extensive evaluations
ascertain the site’s production viability. If deemed commercially feasible, production apparatus is deployed to extract
hydrocarbons. Cutting-edge advancements, including horizontal drilling and hydraulic fracturing, have revolutionised
offshore extraction methodologies, granting access to previously untapped reserves with unprecedented efficiency [7-8].
Despite its technological strides, offshore drilling remains riddled with formidable challenges, each carrying profound
operational and environmental implications. The oceanic environment is inherently volatile, with tempestuous weather
patterns, forceful currents, and immense deep-sea pressures introducing substantial risks to drilling operations. Furthermore,
the remoteness of many offshore sites exacerbates logistical hurdles, demanding meticulous coordination in transportation
and supply chain logistics. The spectre of catastrophic accidents—ranging from blowouts to large-scale oil spills—looms
persistently, threatening marine biodiversity and coastal livelihoods. The 2010 Deepwater Horizon calamity stands as a
grim testament to these dangers, underscoring the imperative for uncompromising safety protocols and rigorous regulatory
oversight [9-10]. Environmental ramifications sit at the heart of offshore drilling debates. Concerns surrounding oil
spills, ecological disruption, and pollution fuel persistent apprehensions among conservationists and coastal populations.
Consequently, regulatory frameworks have been meticulously crafted to impose stringent environmental assessments and
enforce comprehensive safety mandates. In response, industry leaders are integrating progressive methodologies to curb
ecological degradation, employing cutting-edge spill containment strategies and reinforcing safeguards for marine habitats.
The fundamental dilemma persists: reconciling the insatiable global energy demand with the imperative to safeguard
fragile oceanic ecosystems, a balance that necessitates perpetual dialogue and multi-stakeholder collaboration [11-12]. As
the global energy paradigm continues its evolution, offshore drilling stands on the precipice of profound transformation.
The relentless march toward renewable energy, coupled with an intensifying commitment to sustainability, is redefining
industry trajectories. While conventional oil and gas extraction will persist as a cornerstone of global energy consumption,
there is an unmistakable momentum toward the seamless incorporation of renewable technologies—wind and solar—into
offshore infrastructures. Concurrently, advancements in carbon capture and storage may emerge as pivotal mechanisms,
curbing the environmental toll of fossil fuel extraction. Faced with shifting market forces and mounting regulatory scrutiny,
the offshore drilling sector is poised to embrace a future that prioritises sustainability and ethical energy practices [13-14].
With a legacy punctuated by groundbreaking technological strides, offshore drilling has long been a bastion of energy
innovation. However, its progress is inextricably linked to a spectrum of formidable challenges, particularly in the realms of
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environmental stewardship and operational safety. As the industry grapples with these intricate dynamics, the road ahead
will hinge upon striking a delicate equilibrium between meeting global energy demands and mitigating ecological risks.

2. MATERIALS

This research utilises the ‘Drilling Log Dataset” hosted on Kaggle (Elbashir, 2023). Comprising real-time drilling metrics
alongside Computed Petrophysical Output (CPO) log records, the dataset pertains to well number 15/9-F-15, situated
within the Volve Oil Field in the North Sea. It encompasses various parameters, including depth, weight on bit (WOB),
surface rotation speed (SURF_RPM), penetration rate (ROP AVG), porosity (PHIF), shale volume (VSH), and water
saturation (SW) [15].

* Depth (Depth of Drilling): Depth signifies the vertical or measured extent at which drilling operations are
conducted, serving as a pivotal determinant of drilling performance. It governs critical parameters such as
subsurface pressure, temperature variations, and geological formation responses. As drilling extends deeper,
complications escalate—wellbore instability intensifies, fluid pressures surge, and mechanical stresses amplify.
Effective depth control underpins strategic decisions regarding bit selection, drilling fluid composition, and casing
design to optimise operational efficiency. Greater depths often introduce diverse lithological sequences, necessitating
dynamic, adaptive methodologies. Precise depth tracking is imperative to mitigate differential sticking, excessive
torque, and related drilling inefficiencies. Moreover, depth dictates critical choices concerning mud weight, bit
specifications, and procedural refinements to uphold drilling stability. Accurate depth measurement is indispensable
for geosteering precision, formation assessment, and optimising the wellbore trajectory, reinforcing its role as a
crucial variable in drilling engineering.

* WOB (Weight on Bit): Weight on Bit (WOB) denotes the axial force exerted on the drill bit to facilitate penetration,
directly influencing the Rate of Penetration (ROP). Generally, an increase in WOB accelerates drilling speed, yet
excessive application risks bit degradation, premature mechanical failure, or structural damage to the drill string.
Maintaining an optimised WOB ensures an equilibrium between penetration efficiency and bit durability. The
ideal WOB is contingent upon multiple factors, including formation hardness, bit architecture, and drilling fluid
characteristics. In softer formations, lower WOB minimises unnecessary wear, whereas harder strata necessitate
greater force to achieve effective material removal. Drilling engineers actively modulate WOB in real time,
leveraging sensor data and surface diagnostics to refine performance, curtail non-productive intervals, and enhance
overall wellbore integrity.

e SURF_RPM (Surface Rotation Per Minute): Surface Rotation Per Minute (SURF_RPM) quantifies the drill
string’s rotational velocity, dictating bit performance and overall drilling dynamics. Elevating RPM accelerates the
cutting process, thereby boosting the Rate of Penetration (ROP), especially in less resistant formations. However,
excessive rotational speed may induce premature wear on both the bit and associated drilling apparatus, escalating
risks of mechanical failure and severe vibrations. Determining the ideal RPM necessitates consideration of formation
hardness, bit specifications, and operational limitations. Regulated RPM mitigates excessive thermal buildup,
prolonging bit longevity while sustaining drilling efficiency. Contemporary drilling technologies employ real-time
analytics to fine-tune RPM dynamically, enhancing energy utilisation and curbing mechanical degradation. When
synchronised with Weight on Bit (WOB), meticulous RPM modulation optimises drilling performance, reinforcing
borehole integrity and preempting subsurface complications.

* VSH (Volume of Shale): Volume of Shale (VSH) denotes the fraction of shale present within a geological
formation, exerting a profound impact on drilling operations by altering porosity, permeability, and fluid retention
characteristics. Elevated VSH signifies clay-dominant formations, which pose challenges such as wellbore instability,
swelling tendencies, and potential drilling fluid contamination. In contrast, formations with minimal shale content
typically exhibit greater structural stability, mitigating drilling hazards. Precise VSH evaluation informs the
selection of optimal drilling fluid formulations, averting wellbore collapse. Geologists and drilling engineers
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leverage gamma-ray logging and various petrophysical assessments to ascertain shale volume, refining drilling
methodologies for maximised penetration efficiency. A nuanced understanding of VSH is indispensable in reservoir
analysis, influencing hydrocarbon extraction efficacy. Strategic shale volume management facilitates seamless
drilling execution while augmenting the precision of formation evaluation.

* ROP AVG (Rate of Penetration Average): The Rate of Penetration (ROP) Average serves as a crucial benchmark in
drilling operations, reflecting the speed at which a drill bit advances through subterranean formations. A heightened
ROP correlates with enhanced efficiency, effectively curtailing both time and expenses. Multiple factors govern
ROP dynamics, including Weight on Bit (WOB), Surface Rotation Per Minute, drill bit selection, and geological
composition. Achieving an optimal ROP necessitates a delicate equilibrium between acceleration, bit endurance,
and borehole integrity. Excessive penetration rates risk destabilising the borehole, fostering cuttings buildup and
differential sticking. Conversely, sluggish ROP prolongs drilling duration, inflating operational costs. Engineers
leverage real-time monitoring to dynamically adjust drilling parameters, ensuring steady progress. Innovations in
automation and predictive analytics further refine ROP strategies, driving efficiency while safeguarding wellbore
stability.

» PHIF (Porosity): Porosity (PHIF) quantifies the fraction of void spaces within a rock formation, directly impacting
its fluid storage capacity—be it hydrocarbons or water. Formations with elevated porosity generally signify
superior reservoir potential, accommodating greater fluid volumes. However, effective porosity must be evaluated
alongside permeability to determine actual fluid movement capabilities. Several geological factors, including grain
size, sorting, compaction, and cementation, influence porosity variations. In drilling operations, precise porosity
assessment underpins reservoir characterisation and completion strategy formulation. Logging tools such as neutron
and density logs furnish real-time porosity data, guiding drilling decisions with accuracy. Comprehending porosity
aids in selecting optimal drilling fluids, mitigating formation damage, and enhancing hydrocarbon recovery. Reliable
porosity evaluation is indispensable for effective reservoir analysis and production forecasting.

* SW (Water Saturation): Water Saturation (SW) delineates the proportion of a formation’s pore volume occupied
by water, relative to hydrocarbons. This parameter holds significant weight in reservoir engineering, shaping
hydrocarbon extraction efficiency. Elevated SW often correlates with diminished hydrocarbon reserves, whereas
lower saturation levels signal more promising productivity. Precise SW evaluation informs well placement,
production planning, and reservoir optimisation. Techniques such as resistivity and neutron logging facilitate the
differentiation between water and hydrocarbons, enabling more refined decision-making. Drilling operations factor
in SW values to fine-tune mud weights and minimise formation impairment. Managing water saturation proves
pivotal in enhanced oil recovery strategies, ensuring optimal hydrocarbon extraction while mitigating excessive
water output. A well-executed SW analysis fortifies reservoir management and long-term production viability.

3. OPTIMIZATION TECHNIQUES

Decision Tree Regression

Decision Tree Regression stands as a potent yet remarkably intuitive machine learning approach designed to predict
continuous numerical values. Rooted in the principles of decision trees, this technique systematically partitions data into
smaller subsets by evaluating the values of input features. Beyond its predictive power, it excels in offering interpretable
decision pathways alongside visually comprehensible structures. As a supervised learning methodology, its versatility
spans diverse domains—finance, healthcare, and marketing—where it effectively captures both linear and non-linear
patterns within datasets [16].

Fundamentally, Decision Tree Regression constructs a hierarchical model resembling a branching tree, where internal nodes
signify distinct features (or attributes), branches delineate decision-making rules, and terminal leaves denote predicted
numerical outcomes. The tree formation unfolds through a recursive process, iteratively splitting data subsets with the
objective of reducing variance or minimising mean squared error (MSE) within each segment. This refinement continues
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until predefined constraints—such as a maximum permissible depth or a minimal number of samples per node—signal
termination [17].

Decision Tree Regression primarily aims to curtail prediction errors, striving for optimal accuracy. A widely adopted
criterion for node splitting is the Mean Squared Error (MSE):

N
1
MSE=—§ i—90)?
Ni:l(y i)

where N denotes the total number of observations, y; represents the actual values, and §; signifies the predicted outputs.
The tree partitions data by selecting the feature and corresponding threshold that yield the minimum MSE across the
resulting child nodes, ensuring each split is as precise as possible.

The construction of a Decision Tree Regression model unfolds through a sequence of methodical steps. Initially, the
algorithm determines the most optimal feature for partitioning the dataset, relying on the evaluation of Mean Squared Error
(MSE). Upon selecting a feature, the dataset is split into smaller segments, with the algorithm persistently applying this
division in a recursive manner. This iterative process proceeds until predefined stopping conditions are satisfied. Once the
decision tree is fully structured, predictions for novel data points are generated by navigating from the root node down to a
terminal leaf, adhering to decision pathways dictated by the given input attributes [18].

Decision Tree Regression boasts multiple benefits, such as its capability to process both numerical and categorical variables,
straightforward interpretability, and minimal necessity for data preprocessing. Furthermore, it effectively captures intricate
relationships among features. Nevertheless, it is not without drawbacks. Decision trees have a propensity to overfit training
data, which undermines their ability to generalise effectively to new, unseen instances. Additionally, they exhibit high
sensitivity to minor fluctuations within the dataset, potentially yielding structurally divergent trees under slight variations
in input data [19].

Decision Tree Regression finds applications across diverse fields. Within finance, it plays a crucial role in credit evaluation
and risk estimation. In the healthcare sector, it aids in forecasting patient prognoses by analysing multiple clinical indicators.
Meanwhile, marketing experts leverage it for customer classification and anticipating sales trends based on behavioural
insights. Its adaptability renders it ideal for situations necessitating continuous variable predictions [20].

In contrast to alternative regression techniques like linear regression or support vector regression, Decision Tree Regression
distinguishes itself through its non-parametric approach. Unlike models that presuppose a predefined data distribution,
it accommodates intricate patterns without demanding extensive feature transformations. Nevertheless, in cases where
variable interactions adhere to a linear framework, linear regression may demonstrate superior efficacy. Moreover, ensemble
techniques such as Random Forests and Gradient Boosting refine decision tree-based models, counteracting overfitting
while enhancing predictive precision [21].

XGBoost Regression

XGBoost, an abbreviation for Extreme Gradient Boosting, stands as a formidable machine learning framework extensively
leveraged for both classification and regression challenges. Functioning as an optimised variant of gradient-boosted
decision trees, it is engineered for remarkable computational efficiency and predictive prowess. Developed by Tianqi
Chen, XGBoost has garnered widespread acclaim, primarily for its capacity to process vast datasets, its resilience against
overfitting, and its exceptional accuracy in predictions. Owing to these strengths, it has solidified its place as a staple tool
among data scientists, particularly in high-stakes arenas like Kaggle competitions [22].

Fundamentally, XGBoost constructs an ensemble of decision trees, with each successive tree aiming to mitigate the errors
left unaddressed by its predecessors. The algorithm capitalises on a method called boosting, wherein trees are iteratively
appended, honing in on misclassified or inaccurately predicted instances from previous rounds. By fusing the outputs of
multiple weak learners—decision trees in this case—XGBoost formulates a highly robust predictive system. Among its
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defining attributes are regularisation mechanisms, seamless handling of missing data, and parallelised execution, all of
which collectively enhance its speed and efficacy [23.

The fundamental aim of XGBoost revolves around minimising a predefined loss function while simultaneously integrating a
regularisation component to counteract overfitting. The overarching mathematical representation of this objective function
is formulated as:

n K
L="1Gu90)+ ) Q)
i=1 k=1

Where:
* [ denotes the comprehensive objective function.
* [ represents the loss function, which quantifies the degree to which the model’s forecasts align with the true values.
* y; corresponds to the actual observed value, whereas §; signifies the predicted counterpart.
» K designates the total count of trees constituting the ensemble.

* Q( fx) encapsulates the regularisation term associated with the kth tree, conventionally defined as:

T
1
Qfi) = 9T + 54 ) wj
=1

In this equation, 7' symbolises the number of terminal leaves within the tree, y functions as a regularisation hyperparameter,
and A governs the model’s overall complexity by penalising large leaf weights.

XGBoost follows a sequential learning process, beginning with the construction of a rudimentary decision tree. Subsequently,
the model evaluates residuals—discrepancies between actual and predicted outcomes—and generates an additional tree
to approximate these residuals. This cycle persists iteratively, with each successive tree striving to diminish cumulative
error. The ensemble of trees is aggregated through a weighted summation, wherein each tree’s prediction is scaled by a
learning rate, ensuring a controlled influence on the final output. Through this iterative refinement, XGBoost progressively
enhances its predictive accuracy [24].

A key strength of XGBoost lies in its computational efficiency, particularly when dealing with extensive datasets.
Leveraging parallel processing capabilities, it adeptly manages sparse data while maintaining performance. Furthermore,
integrated regularization mechanisms curtail overfitting, reinforcing its reliability across diverse applications. Nevertheless,
XGBoost is not without drawbacks—its structural intricacy often renders it less interpretable than more straightforward
models. Moreover, achieving peak performance necessitates meticulous hyperparameter tuning, a process that is both
resource-intensive and demands domain expertise [25].

XGBoost finds applications across a multitude of fields, spanning finance for credit evaluation, healthcare for forecasting
diseases, and marketing for segmenting customers. Its adaptability ensures its relevance in any context necessitating
regression or classification, solidifying its role as an indispensable asset in predictive modelling and machine learning [26].

In contrast to conventional regression techniques such as linear regression, XGBoost exhibits markedly superior performance,
particularly when dealing with intricate datasets characterised by non-linear dependencies. Unlike linear regression, which
presupposes a straightforward relationship among variables, XGBoost adeptly captures complex interactions and patterns.
Furthermore, when placed alongside other ensemble approaches like Random Forests, XGBoost generally achieves higher
efficacy, owing to its boosting mechanism that prioritises error correction, thereby enhancing its ability to generalise to
new data. Consequently, while traditional models may offer greater interpretability, XGBoost stands out as a formidable
alternative for attaining exceptional predictive accuracy [27].
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Hist Gradient Boosting Regression

Histogram-based Gradient Boosting Regression stands out as an advanced machine learning framework that synergises the
advantages of decision trees with the potency of gradient boosting. It excels particularly in regression scenarios, where
the objective is to forecast continuous values based on provided input attributes. This technique surpasses conventional
gradient boosting approaches by employing histograms to expedite the learning phase while simultaneously refining
predictive accuracy. Given the ever-increasing necessity for swift and precise modelling solutions, Histogram-based
Gradient Boosting Regression has found extensive application across diverse domains, spanning finance, healthcare, and
marketing [28].

Gradient boosting, a formidable ensemble methodology, constructs predictive models progressively, aggregating multiple
weak learners—primarily decision trees—to forge a highly resilient model. The histogram-based approach fine-tunes this
mechanism by segmenting continuous variables into discrete bins, effectively simplifying computational complexity. This
binning strategy not only diminishes training duration but also optimises memory consumption, rendering it particularly
adept at handling vast datasets. By structuring data into histograms, the technique facilitates rapid calculation of gradients
and Hessians, both of which are indispensable for iterative model enhancement during training [29].

The fundamental structure of gradient boosting adheres to the formulation:

Fp(x) = Fpo1(x) + Tlhm(x)

where:

F,(x) represents the model’s predictive output at iteration m.

F—1(x) corresponds to the forecast derived from the preceding iteration.

* 7 denotes the learning rate, regulating the contribution of new learners.

hm (x) signifies the newly integrated weak learner—typically a decision tree—appended during the mth iteration.

To iteratively minimise the loss function, which in regression tasks frequently manifests as mean squared error (MSE),
predictions undergo refinement by aligning them with the gradients of the loss concerning prior estimations.

Histogram-based Gradient Boosting Regression operates through a sequence of fundamental stages. Initially, continuous
numerical features undergo discretisation into finite bins, simplifying histogram construction. Each bin encapsulates a
specific value range, streamlining statistical computations. During model training, gradients and Hessians corresponding to
each bin are derived, serving as the foundation for decision tree construction. These trees iteratively predict the residuals
of preceding models, progressively refining predictions until a termination criterion is satisfied. The final predictive
framework emerges as a weighted aggregation of all the constructed trees [30].

A defining strength of Histogram-based Gradient Boosting Regression lies in its computational efficiency, particularly when
handling extensive datasets. By leveraging histograms, the method substantially curtails processing complexity, leading
to accelerated training durations. Moreover, it exhibits strong resilience against overfitting, especially when reinforced
with regularisation strategies. Nevertheless, the technique is not without drawbacks—hyperparameter sensitivity poses a
significant challenge. The choice of bin count, learning rate, and tree depth critically influences performance. Additionally,
while the approach excels with structured datasets, its efficacy diminishes when confronted with unstructured data formats
[31].

Histogram-based Gradient Boosting Regression finds extensive utility across diverse fields. In finance, it plays a pivotal
role in evaluating creditworthiness and assessing financial risks. Within healthcare, it facilitates the prediction of patient
prognoses by leveraging clinical datasets. Meanwhile, marketing experts harness its power for segmenting consumer
groups and forecasting sales trends. Its capacity to process vast datasets while delivering precise predictions cements its
status as a preferred analytical tool in these sectors [32].
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When juxtaposed with alternative regression techniques, Histogram-based Gradient Boosting Regression distinguishes itself

through its adaptability and predictive precision. Conventional linear regression models often falter when confronted with

intricate, non-linear data patterns, whereas tree-based algorithms such as Random Forest frequently succumb to overfitting.

In contrast, Histogram-based Gradient Boosting achieves an optimal trade-off between computational complexity and

predictive strength, rendering it more adept at addressing a broader spectrum of analytical challenges. Serving as a

formidable alternative to both linear and non-linear approaches, it not only enhances predictive accuracy but also boasts

accelerated training efficiency [33].

4. ANALYSIS AND DISCUSSION

2o PR A ees 4, o+ 2
- e o, . g . N ot ."‘“f-"- ’-*ea., 3
o K .. C TR PRt £ S, ~g e, . = b
WBf 5, z H o g PR Bee * LT .
.tj--_: o T L el o :
3 e
Y .;-' .. -"3- '& N I s -
- o H el ) = 1
Tt e e . & . “ "l .é..{ﬂ" E
. i
o | e e e oo B D ]
. . . . . .
. ° N . - L] : . ° s * e .. - -o' L0 i
. . . . - .
. e Be * 2 N - & " e N - (]
v e . L . . * -, H
P B B P 5 SR U S T
E A p.s&:l., . o . & . . =3 F Iz ;5‘. . 8
als L IO o3 & o ¢ %:. ey . 3. A . 5 s .h
N T i * Tegl® . o w o s, TR " g R :
LA, -.-..-!_‘qf . * o | I sl‘-‘ .gr‘-_- 2. % g 1.9 8, . . 5
. T { . .83 BRAE . . :
¥ O oo i & |
. . " e L. - 1* . as H
" . ' - » '
o o -\-l‘--: -qu;—'-qgu:-- - s pmgfine ® -ﬁn»q,:mm -y - g‘_'\-'ll"blﬂuo mam e e = - -2-
. " o . s -
. R R . . . . . . n
: 2 ol 2 :
’ . . " . s ‘e - '
. . . .
] . . - - L]
*Le o asltianee o g S * Gl e wee ws . -
E' N ‘?#b'ulc .--W -. ?'!lg‘in-o ,.. . o. - ?
i Lx x ol I i
. . : “ei o ]
. . L 3 ]
. . . H
. *»t . . o
ol e”, . i 2" .
§ ey 'l
" d S L 5 k B 1
[ ) . . M
[ [} 1 =e P
¢ i, EENETI 18 oue f5 i
L 1 « eiabl S50 3 :
. . R " aﬁ_ﬂ' R - > . 1
N MNP it g WL |
M .e . [ e oo =
. . . . .
L} e & ey i
. : o . v
H . . . : - HE . H
" ™ ] - 8
sy k. H . W3k e 1 i
NV - L I S T A I I
! . .ty . 3 .,
wilt s ¥ OLER e el e el (3RS 1
y l-.«._'_ - ...;n.n-i-\u-_-.-.-. . ss sas -.;.- g e s sumenim .,;:. . SonmBainn: =y eomm, .--a.?.._.. e —
% ' . H H & H
. . . . . .
- . - L] L - L]
. " . . . .
* . # @ @ . —
300 3750 4000 25000 30000 75000 100000 15 20 2.5 0.0025 0.0050 00073 0.0100 00 ol 02 05 Lo 04 06 08 10
Degpth WOB SURF_RPM PHIF VEH W

FIGURE 1. Effect of process parameters

Figure 1 unveils a multitude of intriguing trends and interdependencies within the drilling dataset. Examining depth-related
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correlations, WOB (Weight on Bit) exhibits a largely stable pattern across varying depths, implying a consistent approach
to drilling operations. Meanwhile, the surface RPM (SURF_RPM) remains strikingly uniform around 2.0, reflecting a
standardised rotational speed setting throughout. The Rate of Penetration (ROP_AVG) fluctuates somewhat with depth,
generally oscillating between 0.004 and 0.010, though sporadic anomalies emerge. This suggests a predominantly regulated
drilling velocity, with intermittent modifications likely necessitated by geological transitions. Porosity (PHIF) values scatter
between 0.05 and 0.25, subtly declining with increasing depth—a logical outcome as compaction intensifies in deeper
strata. Water saturation (SW) presents a particularly compelling distribution, with most values clustering tightly near 1.0
(full saturation), yet exhibiting occasional abrupt plunges to approximately 0.3. Such drastic shifts may signify transitions
between distinct lithologies or potential hydrocarbon-bearing intervals. The Volume of Shale (VSH) demonstrates a
dispersed pattern across depths, reinforcing the notion of fluctuating lithological compositions throughout the wellbore.
Diagonal histograms reveal that several variables deviate from normal distributions—WOB leans towards a right-skewed
pattern, whereas SURF_RPM clusters sharply around discrete values, reinforcing the impression of controlled drilling
settings. Interestingly, ROP_AVG’s histogram hints at a slightly bimodal nature, potentially indicative of drilling through
two primary formation types with contrasting characteristics. Cross-plots between variables expose further interrelations;
for instance, a subtle inverse correlation surfaces between VSH and PHIF, aligning with geological expectations, as
heightened shale content typically coincides with diminished porosity. Furthermore, WOB and ROP_AVG exhibit a mild
positive correlation, implying that an increased weight on bit generally enhances penetration rates, albeit without a strictly

linear relationship.
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FIGURE 2. correlation matrix

The correlation matrix (figure 2) uncovers multiple noteworthy associations between drilling parameters and formation
traits. Depth exhibits a moderately strong positive correlation with various factors, particularly PHIF (0.52) and VSH
(0.51), implying that as drilling penetrates deeper, both porosity and shale volume tend to rise in tandem. This pattern
likely signifies a structured evolution in formation properties with depth, potentially mirroring geological stratification or
compaction effects. Weight on Bit (WOB) exhibits generally weak correlations across most parameters, with coefficients
fluctuating between -0.064 and 0.16. This indicates that WOB remains largely detached from formation characteristics
and is possibly governed more by operational considerations. The marginally positive correlation with depth (0.16)
suggests only a faint inclination for increased weight at greater depths. Surface RPM maintains weak-to-moderate inverse
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relationships with several parameters, most notably PHIF (-0.23). This negative trend may suggest that in formations
with higher porosity, rotational speeds are deliberately reduced, perhaps to enhance borehole stability or optimise drilling
efficiency. Its correlations with other parameters are minimal, underscoring the relative autonomy of RPM settings from
formation characteristics. The dataset’s most pronounced negative correlation emerges between SW (Water Saturation) and
VSH (Volume of Shale) at -0.58, signifying that formations richer in shale tend to exhibit lower water saturation. This
could be indicative of hydrocarbon presence or merely reflect the inherent inverse relationship between shale content and
water retention within geological formations. Likewise, SW correlates negatively with PHIF (-0.5), suggesting that zones
exhibiting greater porosity are often associated with reduced water saturation levels. Rate of Penetration (ROP_AVG)
demonstrates moderate positive correlations with Depth (0.5) and VSH (0.35), implying that drilling velocity is somewhat
responsive to these parameters. This trend may stem from either deliberate operational adjustments or the intrinsic reaction
of the drilling assembly to varying formation conditions.

Predicted vs Actual Rate of Penetration Average (Training data) Predicted vs Actual Rate of Penetration Average (Testing data)
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FIGURE 3. Decision Tree Regression (training and testing)

From image 3, the training data visualization illustrates a remarkable alignment between forecasted and actual ROP values,
with nearly all points clustering tightly around the diagonal dashed line, which signifies an ideal 1:1 correspondence. This
distribution, spanning approximately 0.002 to 0.012, forms a well-defined linear pattern, reinforcing the notion that the
Decision Tree model has effectively internalised the underlying data structure with minimal divergence from true values.
The even spread of points across the range further underscores the model’s consistent predictive performance across various
ROP magnitudes. Conversely, the testing data plot exhibits slightly altered behaviour. Although a clear positive relationship
persists between predicted and actual values, there is noticeably greater dispersion around the ideal prediction line compared
to the training data. The deviation is particularly pronounced in the mid-range (around 0.006-0.008), where the model
occasionally overshoots or undershoots actual ROP figures. Such an increase in scatter is expected, as it reflects the model’s
adaptability to previously unobserved data. The disparity between training and testing performance signals a degree of
overfitting—evident in the flawless fit seen in training data versus the broader spread observed in testing. This tendency is
characteristic of Decision Trees, which excel at capturing intricate patterns in the training set yet may struggle to generalise
as seamlessly to unfamiliar scenarios. Nevertheless, the overall trend in the testing data remains reasonably aligned with
the diagonal, suggesting the model retains meaningful predictive utility. From a drilling optimisation standpoint, the
model demonstrates substantial reliability in forecasting ROP, though practitioners should remain cognisant of heightened
uncertainty in predictions when encountering novel geological formations or drilling environments.

The XGBoost regression plots (figure 4) illustrate the correlation between predicted and actual Rate of Penetration
(ROP) averages for both training and testing datasets. The training plot exhibits strong predictive capability, yet a
degree of dispersion is evident around the optimal prediction line, depicted by the diagonal dashed line. Data points
predominantly align with this trajectory, reflecting an increasing trend, with ROP values spanning approximately 0.002 to
0.010. However, deviations emerge—Ilower ROP values appear slightly overestimated, whereas the mid-range displays a
more dispersed pattern. This implies that while the XGBoost model effectively discerns fundamental trends, it retains a
level of generalization rather than rigidly fitting the training data. The testing dataset yields a strikingly consistent outcome
relative to the training set. The scatter distribution remains comparable, with data points closely adhering to the diagonal,
particularly within the mid-range of ROP values (0.006-0.008). The reduced scatter in the lower ROP range suggests
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FIGURE 4. XGBoost Regression (training and testing)

the model has successfully captured underlying relationships, enhancing its applicability to unseen data. Notably, when
juxtaposed with the Decision Tree model’s prior performance, XGBoost demonstrates a more equitable balance between
training and testing. Though the Decision Tree model may exhibit near-perfect alignment in training, XGBoost’s steadier
behaviour across datasets signals superior generalization, rendering it a more dependable option for real-world drilling
optimisation. Its resistance to overfitting enhances its credibility, offering robust and reliable predictions across varied
drilling conditions.
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FIGURE 5. Hist Gradient Boosting Regression (training and testing)

Figure 5 presents Histogram Gradient Boosting Regression plots, juxtaposing the predicted and actual Rate of Penetration
(ROP) Average for both training and testing datasets. In the training dataset plot, a moderate positive correlation is evident
between predicted and actual ROP values, yet there exists a noticeable scatter around the ideal prediction trajectory,
represented by the diagonal dashed line. The data distribution spans from approximately 0.002 to 0.010, with a pronounced
clustering of points in the 0.007-0.009 interval. Notably, deviations from the ideal line emerge—lower ROP values are
frequently overestimated by the model, whereas predictions in the mid-range exhibit substantial vertical dispersion. This
dispersion signals that while the model has successfully discerned the overall pattern, it preserves a degree of flexibility
rather than conforming rigidly to the training data. The testing dataset plot mirrors several traits observed in the training
plot, albeit with a reduced number of data points, a natural consequence of the smaller test set size. The scatter maintains
alignment with the diagonal trend line, with a predominant concentration of points within the 0.006-0.009 range. Some
predictions diverge from the ideal trajectory—most notably, a lone point near the lower boundary (approximately 0.003)
and several instances of spread among higher ROP values. The similarity between training and testing patterns suggests
that the model exhibits sound generalization, avoiding extreme overfitting. Relative to previously assessed Decision Tree
and XGBoost models, the Histogram Gradient Boosting approach introduces greater scatter in both training and testing
predictions. Though this might superficially appear to indicate weaker performance, it may, in fact, reflect a more transparent
representation of inherent uncertainties within ROP predictions. The model seemingly adopts a more conservative stance,
steering clear of the excessive confidence that some alternative methods exhibit. This cautious predictive behaviour may
prove advantageous in scenarios where grasping the uncertainty of predictions holds equal importance to sheer accuracy,
though users should remain cognizant of its propensity to exhibit heightened variance in outputs.

The results presented in Table 1 demonstrate the comparative performance of the three regression models. The Decision
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TABLE 1. Training and Testing Performance Comparison

Train Test

Metric Decision Tree Regression ~ XGBoost Regression  Hist. Gradient Boosting Regression  Decision Tree Regression =~ XGBoost Regression  Hist. Gradient Boosting Regression

Metric 1 1 0.888551 0.74448 0.898828 0.777355 0.546168
Metric 2 1 0.888551 0.74448 0.919514 0.790251 0.601229
Metric 3 0 2E-07 5E-07 2E-07 5E-07 1.1E-06
Metric 4 0 0.000487 0.000738 0.000498 0.000739 0.001055
Metric 5 0 0.000375 0.000467 0.000338 0.000605 0.000833
Metric 6 0 0.002076 0.00369 0.00142 0.001379 0.00215
Metric 7 0 2E-07 SE-07 2E-07 SE-07 1.1E-06
Metric 8 0 0.000293 0.000269 0.000221 0.000391 0.000785

Tree Regression exhibits an idealised fit on the training data, boasting R* and adjusted R? values of 1.0, alongside error
metrics that vanish entirely—an unmistakable sign of overfitting. However, its performance on the test set, while still robust
with R? at 0.899 and adjusted R? at 0.920, reveals minor yet non-negligible errors across MSE, RMSE, MAE, and MaxE.
This divergence underscores the model’s tendency to memorise rather than generalise, though its predictive capability on
unseen data remains formidable. In contrast, XGBoost Regression strikes a more harmonious balance between learning
and generalisation. Training results indicate R? and adjusted R? values of 0.889, with minimal error metrics (RMSE of
0.000487). On the test set, degradation is moderate, with R2 declining to 0.777 and adjusted R? t0 0.790, while error values
(RMSE of 0.000739) rise slightly. This steadier transition between training and testing implies stronger generalisation. The
Histogram Gradient Boosting Regression follows a markedly different trajectory, delivering the most restrained performance.
With a comparatively lower R? of 0.744 on the training set, it undergoes the sharpest performance drop when evaluated
on the test data, where R? and adjusted R? fall to 0.546 and 0.601, respectively. Correspondingly, its error metrics are
higher, including a test RMSE of 0.001055 and MaxE of 0.002150. While these figures may seem less striking, they could
indicate a more cautious and arguably realistic portrayal of predictive uncertainty. Evaluating the models collectively, a
clear trade-off emerges between precision and generalisation. The Decision Tree prioritises accuracy but risks overfitting,
XGBoost maintains equilibrium between predictive strength and adaptability, while Histogram Gradient Boosting adopts a
conservative stance, potentially offering superior uncertainty estimation.

Examining the predictive capabilities of three regression models for Rate of Penetration (ROP) unveils critical insights.
The Decision Tree model, despite achieving flawless accuracy in training (R*> = 1.0), displayed clear overfitting tendencies.
In contrast, XGBoost maintained a robust equilibrium between precision and generalisation, exhibiting consistent
performance across training (R? = 0.889) and testing (R% = 0.777) datasets. The correlation heatmap underscored notable
interdependencies among drilling parameters, particularly the link between depth and formation properties (VSH, PHIF).
These findings highlight XGBoost as the most dependable model for practical ROP forecasting, striking an optimal balance
between predictive accuracy and adaptability in real-world drilling scenarios.

S. CONCLUSION

Offshore drilling has become an indispensable pillar of global energy production, unlocking extensive hydrocarbon reserves
hidden beneath the seabed. Originating in the late 19th century, this practice has undergone significant transformation,
driven by technological innovation, heightened safety protocols, and a growing emphasis on environmental stewardship,
cementing its role as a fundamental force in the contemporary energy landscape. This in-depth investigation into the
interplay between drilling parameters and the Rate of Penetration (ROP) within offshore drilling operations has yielded
profound revelations, facilitated by sophisticated machine learning methodologies. Scrutiny of the Volve Oil Field dataset
uncovered intricate dependencies among key drilling variables, notably Weight on Bit (WOB), Surface Rotation Per
Minute (SURF_RPM), and formation-specific attributes such as porosity (PHIF) and shale volume (VSH). The correlation
assessment underscored significant associations, with a particularly pronounced inverse relationship observed between water
saturation (SW) and shale volume (VSH), offering crucial insights for refining drilling strategies. The performance contrast
among Decision Tree Regression, XGBoost Regression, and Histogram Gradient Boosting Regression uncovered notable
distinctions. The Decision Tree model, despite attaining flawless accuracy on training data (R? = 1.0), exhibited overfitting
when evaluated on unseen data. XGBoost, in contrast, demonstrated a well-balanced trade-off, preserving stability across
both training (R? = 0.889) and testing (R? = 0.777) phases, indicating strong generalisation. Meanwhile, the Histogram
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Gradient Boosting model, though more reserved in its predictions, provided meaningful insights into the uncertainty
underlying its estimations. The implications of these findings are profound for real-world drilling practices. The established
correlations between drilling parameters and the exceptional predictive capability of the XGBoost model offer a solid
foundation for optimising ROP forecasts. Harnessing this insight enables enhanced drilling efficiency, cost reduction, and
diminished environmental repercussions by refining parameter control. Furthermore, the study underscores the necessity of
balancing precision with generalisation when choosing predictive models for drilling applications. Projecting ahead, this
study establishes a groundwork for refining drilling optimisation methodologies. The demonstrated efficacy of machine
learning in forecasting ROP hints at its applicability in broader drilling domains, including precise well trajectory design
and dynamic drilling parameter modulation. Subsequent investigations might delve into synchronising these predictive
models with live drilling data streams, paving the way for autonomous optimisation frameworks capable of responding to
fluctuating formation properties and operational shifts. Furthermore, the approach formulated herein could be adapted for
diverse offshore environments, enriching the overarching comprehension of drilling optimisation across varied geological
landscapes.
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